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Abstract. Task-based planning problems for multi-agent systems re-
quire multiple agents to find a joint plan for a constrained set of tasks.
Typically, each agent receives a subset of tasks to complete. Due to
task interdependencies, such task allocations induce interdependencies
between agents as well. These interdependencies will prevent the agents
from making a plan for their subset of tasks independently from each
other, since the combination of such autonomously constructed plans will
most probably result in conflicting plans. Therefore, a plan-coordination
mechanism is needed to guarantee a conflict-free globally feasible plan.

In this paper, we first present a brief overview of the main results achieved
on plan coordination for autonomous planning agents, distinguishing be-
tween problems associated with deciding whether a coordination mech-
anism is necessary, designing an arbitrary coordination mechanism, and
designing an optimal (minimal) coordination mechanism. After finding
out that designing an optimal coordination mechanism is difficult, we
concentrate on an algorithm that is able to find a (non-trivial) coordi-
nation mechanism that is not always minimal. We then discuss some
subclasses of plan-coordination instances where this algorithm performs
very badly, but also some class of instances where a nearly optimal co-
ordination mechanism is returned.

Hereafter, we discuss the price of autonomy as a measure to determine
the loss of (global) performance of a system due to the use of a coordina-
tion mechanism, and we offer a case study on multi-modal transportation
where a coordination mechanism can be designed that offers minimal re-
strictions and guarantee nearly optimal performance. We will also place
the use of these coordination mechanisms in a more general perspective,
claiming that they can be used to reuse existing (single) agent software
in a complex multi-agent environment.

Finally, we briefly discuss some recent extensions of our coordination
framework dealing with temporal planning aspects.

Key words: Complex tasks, planning, coordination, autonomy, multi-agent
systems.



1 Introduction

Task planning is the problem of finding a suitable plan for carrying out a com-
plex task. By calling a task compler, we mean that (i) it consists of a number
of elementary tasks that (i7) are interdependent, and (iii) (usually) cannot be
completed by a single agent. For example, building a house constitutes a complex
task since it consists of laying a foundation, then building the walls and the roof,
then assembling the cases and painting the walls, assembling doors, etc. Typi-
cally, each of these tasks requires a different agent. Other examples that come
to mind are building a large ship on a wharf, preparing a manned spacecraft for
launch, and planning inter-modal transportation jobs.

Usually, we specify such a complex task 7 by stating the set T of elementary
tasks to be completed, the set of capabilities required to execute each elementary
task, and a set of constraints between the tasks that have to be respected in order
to ensure a correct execution of the complex task.

The specification of the capabilities is important in deciding which agent will
execute which (elementary) task. In this paper, however, we will not pay atten-
tion to this important (task allocation) problem! and simply assume that task
allocation has been completed and that each agent has to find a way to achieve
the set of tasks allocated to it. Therefore, we will simply omit the specification
of the capabilities required.

A complex task then is a tuple 7 = (T, <) where T is a finite set of (elemen-
tary) tasks and < is a partial order. Each elementary task ¢ € T, or simply task,
is a unit of work that can be executed by a single agent. These elementary tasks
are interrelated by a partially-ordered precedence relation <: A task t; is said to
precede a task to, denoted by t1 < to, if the execution of t3 may not start until
t1 has been completed.? For example, building a wall of a house may not start
before the work on the foundations has been completed.

Suppose that such a complex task 7 = (T, <) is given to a set of autonomous
planning agents A = {41, Ay,..., A, }. We assume that the tasks in T are as-
signed to the agents in A by some task assignment f : T — A, thereby inducing
a partitioning {T;}"_, of T, where T; = {t € T | f(t) = A;} denotes the set of
tasks allocated to agent A;.

Example 1. There are two agents involved in a complex construction task. Agent
A; has to deliver bricks (¢1) to agent A; who will use them to build a wall (¢2).
Agent Ay also has to ensure that garbage is collected (t3) and to deliver it to
agent Ay (t4). Agent A; has to pickup the garbage (¢5), and then to transport
it from the construction place to a dumping ground (ts).

! How to find a suitable assignment for a set of agents is an interesting problem on its
own [1,2].

2 Of course, this interpretation of the precedence relation might vary. In general, we
might interpret ¢ < ¢’ as task ¢ should {start, be completed} before task ¢’ is allowed
to {start, be completed}.



There are some natural precedence relations between the tasks that must be
obeyed: t; < to, t3 < t4, t4 < t5, and t5 < tg. For an illustration of this complex
task, see Figure 1.
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Fig. 1. A specification of a complex task. The tasks are allocated to two agents: A1
and As. Task dependencies are denoted by arrows.

As a result of this task assignment, each agent A; also inherits the prece-
dence constraints that apply to T;, i.e., the set <;=< N (T; x T;). These sets <;
together constitute the set <= U?Zl =<; of intra-agent constraints, while the
remaining set of constraints <;nrer== \= intra constitutes the set of inter-agent
constraints. So each agent A; is now responsible for achieving the (complex)
subtask (T, <;), while the agents depend on each other via the inter-agent con-
straints <;nzer-

Ezample 2. Continuing Example 1, as the result of task allocation, the set T is
partitioned into two sets T7 = {t1,t5,ts} and To = {to,t3,t4}. The set of inter-
agent constraints is <pter= {t1 < to,t4 < t5}, while the intra-agent constraints
are <1= {t5 < tﬁ} and <o= {tg < t4}.

Due to time and resource constraints, an agent A; will be forced to make a
plan for its set of tasks T;. Such a plan should be understood as the specifica-
tion of some partially-ordered set of actions (plan steps) that satisfies the task
constraints between the tasks given to the agents. It is not important to know
exactly which planning tools are used by the agent and which set of primitive ac-
tions is used to construct the plan: What counts is that the plan respects all the
task constraints <;. As a consequence, we assume that, whatever plan/schedule
representation the agents (internally) employ, the result of an internal plan P,
developed by agent A; for its set of tasks T;, can always be specified by a structure
P, = (T}, <}) that refines the structure (T3, <;). We, therefore, require <; C<}
to hold, which means that an agent’s plan must respect the original precedence
relation <;, but his plan may of course induce additional constraints.

Remark 1. The plan representation P; = (T}, <¥) may be viewed as an abstrac-
tion of a concrete original plan Pf. Suppose that the concrete plan can be mod-
elled as a partially-ordered set S of plan steps, i.e., P = (5, <). Then we say that
P, = (T;, <}) is an abstraction of P¢ if there exists some function steps : T; — 2



mapping tasks to plan steps, such that (i) for every task ¢t € T;, the concrete
sub plan (steps(t), <) of Pf realises task ¢, and (i) for every ¢t,t' € T; : t <F t/

iff Vs € steps(t) Vs’ € steps(t’) : s < s’. Note that such a concrete plan might
contain plan steps s that have no relationship with any task t.

Ezample 3. Continuing our previous example, our agent A; who has to deliver
bricks (1) and to pickup the garbage (¢5), and then to carry it away (t¢) might
construct a plan where he first drives with his truck to the construction place,
will pickup the garbage, drives to the dumping place, takes some coffee, then
loads some bricks and drives back to the construction place. This plan induces
the following order on the tasks to be completed: t5 < tg < t;. Hence, his
plan can be represented as P; = (11, <}) where <= {t5 <7 t6,t6 <] t1} is a
refinement of <; and, therefore, is a valid plan for (T, <1).

Often, when more than one agent is involved in the task-planning process, we
have to take into account some degree of autonomy that each of the participating
agents might require when planning its part of the job. Here, autonomy has to be
understood in the sense that an agent A; is not able to predict exactly how the
plan P; of another agent A; will look like for the set of tasks 7} given to that
agent, and vice versa. However, as the result of allocating subsets of tasks to
different agents, these agents might become interdependent as interdependent
tasks might be allocated to different agents. The result of, on the one hand,
interdependency and, on the other hand, unpredictability of individual planning
outcomes, might easily lead to conflicting plans, in the sense that the structure
P = (T, (U, <}) U <inter), resulting from joining the individual plans, is no
longer partially ordered. If this is the case, we call the resulting joint plan P
infeasible.

Ezxample 4. Continuing the example, suppose that agent As develops a plan
completely independent from agent A;. This agent might decide to execute to
before t3 and creates a plan P, = (T, <3) where <5= (f2 <} t3,t3 <3 t4). The
result of this plan together with the plan P; of agent A; (see Example 3) is
depicted in Figure 2. As can be seen, the two plans together create a cycle and,
therefore, constitute an infeasible joint plan.

t5 ] ty

Fig. 2. Two plans of the agents, resulting in an infeasible joint plan.



Obviously, due to this combination of task dependencies and independent
planning, some form of coordination mechanism [3] is needed to ensure that the
results of the individual task-planning processes are jointly feasible.

In this paper, we will address the following plan-coordination problem for self-
interested planning agents: How to provide adequate coordination mechanisms
for autonomous planning systems that want to plan independently and are not
willing or able to revise their plans. In particular,

1. we present a framework for studying this plan-coordination problem,

2. we investigate the computational complexity of designing such plan-coord-
ination mechanisms, and

3. we discuss the price of autonomy, investigating the additional costs incurred
by independent planning.

Organisation. This paper is organised as follows. First, we present a brief
overview of research on (plan) coordination to make clear what the relation is
between our approach to plan coordination and other approaches. Second, we
present our framework for plan coordination for self-interested agents and we
give an overview of the complexity results obtained for designing adequate plan-
coordination mechanisms. To prepare the reader for a case study of the applica-
tion of coordination in logistic problems, we discuss a polynomial algorithm that
can be used to find a suitable coordination mechanism. We prove that for some
particular classes of complex tasks it delivers a nearly optimal mechanism. After
introducing the price of autonomy, we apply this algorithm to a logistic prob-
lem, showing that in some particular cases plan-coordination mechanisms can be
applied with almost negligible overhead, while ensuring autonomous planning.

2 Plan Coordination for Autonomous Planning Agents

2.1 Background

In general, a plan-coordination mechanism should guarantee, by possibly re-
designing the original planning task, some minimal overall performance even if
the agents are completely selfish [3].

Redesigning the original planning task usually imposes additional restrictions
on the tasks to be completed in order to guarantee a minimal performance. In
general, such additional restrictions will possibly affect both the planning free-
dom of the participating agents and the quality (cost, efficiency) of the plans
they are able to develop. Therefore, we propose to define the quality of a plan-
coordination mechanism both in terms of the tightness of the restrictions im-
posed, and the overall plan quality it ensures. Such a definition, however, would
neglect an important factor that influences the choice of an adequate coordi-
nation mechanism: the collaboration level between the agents. Depending on
this collaboration level we have to determine which coordination mechanism is
suitable for the agents and this also determines the quality of the (optimal) coor-
dination mechanism. For example, in approaches like [4, 5] the authors propose



to manage the coordinated planning and execution of the tasks by letting the
agents keep each other informed about any changes (e.g., completed, new, or
re-scheduled tasks). Here, a plan-coordination mechanism can be designed to
facilitate inter-agent information exchange in order to improve the quality of the
joint plan.

In other approaches, like the plan-merging approach [6], plans sometimes
need to be revised when merging them into an overall plan, despite that agents
are allowed to construct their plans independently. In this case, a plan-coordination
mechanism could facilitate the exchange of mutual plan information in order to
improve the overall plan quality by merging techniques.

It is clear that these approaches require the agents to be more or less collab-
orative, each agent willing to inform other agents about details of its individual
plan and/or willing to revise its plan when necessary. However, such approaches
are hardly usable if the agents are selfish (unwilling to communicate or revise
their plans), or are not able to do so (e.g., in disaster-rescue operations, when
communication is often impossible or difficult to establish).

Approaches to coordinating self-interested, non-cooperative agents, however,
are mostly concentrating on task execution processes that do not require exten-
sive forms of planning. Typical examples here are the study of (combinatorial)
auctions for task allocation and coalition formation processes in multi-agent sys-
tems [1,7,8] and its relations to combinatorial optimisation problems (c.f. [9]).
In these approaches, the tasks to be completed consist of a set of atomic tasks
and each of the agents receives one single task of a subset of tasks. Even if the
task description is more elaborate like in the Traderbots architecture [10], it is
assumed that the set of subtasks does not require an elaborate planning process
to execute. Therefore, the problem of identifying planning constraints and the
problem of allocating them do not occur here.

2.2 The plan coordination problem for self-interested agents

In contrast to the above mentioned approaches, some authors [11,12] studied
the (computational) properties of coordination mechanisms that can be used for
selfish planning agents. In such approaches, where the collaboration level is low
or even absent, it is assumed that the agents (i) require autonomous planning of
their part of the task, and (i) are not willing to revise their own plan, thereby
ruling out any form of collaboration either during planning or after planning.
To meet such requirements, a plan-coordination mechanism should ensure that
whatever plans are proposed by the individual agents, their combination always
constitutes a feasible plan for the total set of tasks. The basic setup of such
an approach has been discussed in the Introduction. Summarizing, the main
ingredients of this framework are as follows:

1. We have a complex task 7 = (T, <), specifying a partially-ordered set of ele-
mentary tasks t € T, and a set of self-interested agents A = {4, As, ..., A, }
that require planning autonomy.



2. The tasks t € T are allocated to the agents A; inducing a task partitioning
{Ti}1q, {=i}q, <inter) Where (T3, <;) is a partially-ordered complex task
allocated to agent A;. Here, <; is the restriction of < to (T; X T;), and <nter
is the set of precedence relations between tasks allocated to different agents.

3. Each agent A; is allowed to construct a plan P; for its set of tasks T; com-
pletely independent from the other agents. We assume that each such a plan
P; is representable as a partial order P; = (T}, <) where <; C <7 (i.e., each
plan P; respects the local constraints <;).

Now, the coordination problem we are facing can be stated as follows.

How to ensure that, whatever plans P; = (T;,<}) are developed by the
individual agents A;, each respecting the local constraints <;, their combi-
nation, together with the set of inter-agent constraints, constitutes a fea-
sible plan, that is, how to ensure that for every i and for every partially-
ordered extension <} of <;, the relation (| J!—, <¥) U <inter again is a
partial order?

As we have shown before [11,12], the only way to solve this problem is to
design a coordination mechanism that adds, to each set of individual precedence
constraints <;, a set A; of precedence constraints. The resulting set A = U?:l A;
is called a coordination set and the redesigned complex task is said to be plan
coordinated.

Ezxample 5. Let us consider the construction task from the previous examples. As
we have shown in Example 4, there exists some combination of plans that turns
out to be infeasible, creating a cycle. Therefore, this particular complex task
instance is not plan coordinated. If, however, we change the task specification
for agent A; adding the coordination set A = Ay = {t; <3 t5} to the complex
task, no possible combination of plans developed by agent A; and Ay will create
a cycle (see Figure 3).

t5 lg t

Fig. 3. Adding a precedence constraint prevents conflicting plans.

2.3 Complexity of designing plan coordination mechanisms: some
results

The results of this approach to plan coordination for self-interested agents can
be summarised as follows:



1. Verifying whether a plan-coordination mechanism is necessary. It
is intractable (CONP-complete) to decide whether or not a redesign of the
planning task is necessary to ensure feasibility of the joint plan (i.e., the
problem to verify whether it is needed to design a plan-coordination mecha-
nism is intractable)[11]. This holds already for instances with a few (at least
4) tasks per agent. If, however, the number of agents is fixed, the problem is
polynomially decidable [12].

2. Designing an arbitrary coordination mechanism. It is always pos-
sible to find a (trivial) plan-coordination mechanism in polynomial time
that guarantees the existence of a joint conflict-free plan. So the problem
of finding an arbitrary plan-coordination problem is in P. The coordination
mechanism simply specifies some additional constraints to the complex task
to be solved in such a way that for every agent the set of tasks it has to
complete is totally ordered [11].

3. Designing a minimal coordination mechanism. The construction of
a minimal plan-coordination mechanism (minimally redesigning the original
complex task specifications) is a highly complex task in itself. Even for in-
stances where the agents are assigned 2 tasks, it is already an NP-complete
problem, while in general, the problem of finding a minimal coordination
mechanism is ¥5-hard, even if the agents have a modest number of tasks (7
or more) to complete [12].

3 A Polynomial Algorithm to Achieve Plan Coordination

Since the problem of finding a minimal coordination set A is too complex to
solve in reasonable time (unless P = NP), and the trivial solution to the coor-
dination problem generates an inflexible solution, in this section, we investigate
an algorithm to produce a coordination set that is more flexible than the triv-
ial one, but not necessarily an optimal one. First, we show that the algorithm
indeed may perform very badly on some instances of the coordination problem.
Then we present a class of instances where the algorithm produces near-optimal
results.

The algorithm, called the Depth-Partitioning Algorithm, is based on the sim-
ple construction described in Algorithm 1. This algorithm is capable of making
any complex task plan coordinated.

Ezxample 6. Let us consider the application of the algorithm to the complex
task 7 discussed in Example 1 and presented in Figure 1. There are six tasks
t1,...,tg involved. In Figure 4, the depths of the tasks are indicated. Since the
tasks belonging to agent A; are t1,t5,tg, their different depths induce the set
Ay = {t1 <1 t5, t5 <1 te} of constraints and as a result, the (new) precedence
tuple t; <1 t5 is added to <; (indicated by the dashed arrow).

Likewise, since to,t3,t4 belong to agent A and the depth of ¢3 is smaller
than the depth of ¢4 and ta, Ag = {t3 <3 to, t3 <2 t4} and the (new) tuple
t3 <2 to is added to <o, again indicated by the dashed arrow. As can easily be



Algorithm 1 Depth-Partitioning Algorithm.

1. Take the partially-ordered complex task 7 = (7, <) and consider the subsets
T% = {t € T | depth(t) = d} of tasks having the same depth in 7. Here, the depth
depth(t) of a task ¢ is defined as follows: If ¢ does not have predecessors in < then
depth(t) = 0, else depth(t) = 1 + max{depth(t’) | t' < t}. The depth depth(T)
of the set of tasks T is the maximum value of depth(t) for a t € T. Note that
{1 SZ’éh(T) is a partitioning of T'.

2. Consider the task partitioning {7T;};—; of T induced by the task allocation to the
agents {A;}7; and let T¢ denote the set of tasks t € T; such that depth(t) = d.

3. For every agent A;, let (Tid1 , TidZ7 R Tid’“) be the sequence of all (non-empty) sets
T sorted in increasing values of the depth value dj.

4. For every agent A;, let A, = {t <; t' : (t,t') € Tidj X Tid”l, ji=12,....,k—1}
(i.e., all tasks of an agent A; occurring at a lower depth are required to precede all
tasks occurring at a higher depth).

5. Output A = |, As.

seen, the instance is plan coordinated, since traversing the arrows, the depth of
the tasks can never decrease and if a local plan constraint ¢ <; ¢’ is added, it can
only be added if depth(t) < depth(t'). Hence, the task instance remains partially
ordered whatever locally feasible plan constraints are added by the agents.

te T t
5 4 6 h
> A
d= 2\ d=3 d=0
d = 0 d = 1  / d = 1
O—r > O A
ts & t,

Fig. 4. Applying the Depth Partitioning Algorithm to the task discussed in Example 1.
The dashed arrows indicate the precedence constraints added by the algorithm.

Proposition 1. Let T = (T, <) be a complex task and A the set of additional
precedence constraints induced by the depth-partitioning algorithm given above.
Then the complex task T' = (T, < U A) is plan coordinated.

Proof. See Appendix A.

The quality of the coordination mechanism produced by an algorithm can
be expressed as the number of constraints added by the algorithm versus the
number of constraints added by a minimal coordination mechanism. We will
call this ratio, a number greater than or equal to 1, the performance ratio of
the algorithm. The closer this ratio is to 1, the better the algorithm is. It is not



difficult to see that our simple algorithm can produce arbitrary bad coordination
sets, which is illustrated by the following example.

Example 7. Consider the following complex task with n + 1 agents, each having
2 tasks. Each agent A;, for i = 1,2,...,n, has one task that precedes the task a
belonging to agent A, 1, while agent A,,+1 also has a second task b that has to
precede all (second) tasks of the other agents. In Figure 5, such a complex task
is depicted for n = 6.

Fig.5. A complex task (a) where the depth-partitioning algorithm performs badly,
adding 7 constraints (indicated by the dashed arcs, see (b)) where only one (from task
b to task a) is needed.

If we add one constraint between task b and task a for agent A,; then
the instance is plan coordinated: Every inter-agent cycle is prevented by adding
this constraint. On the other hand, every task ¢ in this partially-ordered set
of tasks has either depth 0 or depth 1. Moreover, every agent has exactly one
task of depth 0 and one task of depth 1. Therefore, the algorithm will produce
n+ 1 additional constraint arcs, for every agent one constraint. This shows that
the performance ratio of this algorithm is "TH and, hence, not bounded by a
constant.

3.1 Task Chains

Although the algorithm produces coordination sets that are far from optimal
in general, special cases exist where the algorithm produces (nearly) optimal
results. One such a class is the class of complex tasks where the partial order
defined on T generates a series of parallel chains each of depth d for some constant
d. An example of such a set of chains and a partitioning of the tasks is given in
Figure 6. Within this class we distinguish left-right and right-left chains and a
partitioning such that an agent A;, with ¢ = 0,1,...,d, has tasks of depth i in
left-right chains and tasks of depth d — ¢ of right-left chains (see Figure 6). Let
us call a set of such chains of depth d a d-instance. If such a d-instance contains



k left-right and m right-left chains, we will call such a set a (d, k, m)-instance.
Note that the total number of tasks in such a set is |T'| = (d + 1) x (k + m).

It is not difficult to see that the minimum number of additional constraints
to make a (1, k, m) set coordinated is k x m: In order to prevent cycles, we have
to add an arc between the beginning of a left-right and the end of every right-left
chain or vice-versa. Proceeding inductively, suppose that we add 1 to the length
of every chain in a given (d, k, m)-instance with d + 1 agents and we create an
additional agent to take care of the new tasks. Furthermore, suppose that the
original (d, k, m)-instance was already coordinated. Then it is not difficult to
see that again k£ X m coordination arcs have to be added in order to make this
instance plan coordinated. This implies the following result.

Observation 1 The minimum size of a coordination set to make a (d,k,m)-
instance plan coordinated is d X k x m.

We will show that the Depth-Partitioning Algorithm (Algorithm 1) produces
minimal coordination sets for some (d, k, m)-sets. Note that the set of tasks of
every agent (except the middle agent if d is even)? consists of exactly two subsets
of tasks of different depth. If d is odd, the algorithm will, therefore, return a set
of (d+1) x k x m additional constraints. If d is even, there is exactly one agent
whose tasks all have the same depth. As a result, the algorithm will return a set
of d x k x m additional arcs. Hence, we have the following result.

Proposition 2. The depth-partitioning algorithm returns an optimal coordina-
tion set for every (d,k,m)-set, d > 1, where d is an even number. If d > 1 is
odd, the performance ratio of the algorithm is ‘%1 < 2.

Fig. 6. A set of parallel chains (a (5, 3, 3)-set) as a complex task (a). In (b), the set Ay
of additional constraints for agent A; is shown.

In particular, these performance measures do not change if, instead of one
agent A; for every set of tasks at level i in left-right chains and depth d — i in
right-left chains, we have more than one agent for such a sets of tasks. One such
example is the logistic planning problem. Before we discuss this case, we will
introduce the price of autonomy to qualify coordination mechanisms in a more
detailed way.

3 Remember that d starts from 0. If d is even, the length of a chain and the number
of agents is odd.



4 The Price of Autonomy and an Application to Logistic
Planning

A coordination mechanism like the one we discussed in the previous section
guarantees that a set of agents can plan independently. It realises this guarantee
by imposing additional restrictions on the complex task to be completed. These
additional restrictions can be seen as one aspect of the price of autonomy, since
they restrict the planning freedom of the participating agents. One way to re-
duce the price of autonomy in this respect is to look for a minimum number of
additional constraints. Taking into account the loss of freedom, however, is only
one aspect of the price of autonomy.

Another, as important, behavioural aspect of autonomous planning is the
loss of performance it might incur: Due to autonomous planning, the joint plan
that is composed from the independently developed individual plans might have
a significantly higher cost than an optimal plan for the complex task when
assuming non-autonomous planners. So assuming an optimal (i.e., minimum)
coordination mechanism that can be found efficiently, we could define the price
of autonomy p w.r.t. the performance of the planning system as the ratio

cost of joint plan composed of individually optimal plans

p= (1)

cost of optimal joint plan

Here, the cost of a joint plan refers to the cost of the concrete joint plan of
all agents together (see Remark 1). This implies that in order to establish the
price of autonomy we have to investigate a concrete planning domain, where the
set of plan steps used to compose plans is known and the cost of plans based
on ordering these plan steps can be determined. Here we have chosen a simple
logistic planning domain to investigate the price of autonomy.

4.1 Logistic Planning Problems

The logistic planning problem we have in mind consists of a triple (L,C,O)
where L is a set of m x n locations [; ; and C is a set of n cities ¢;. Each city ¢;
is asubset ¢; = {l;; | =1,2,...,m} of m locations in L. O C (L x L) is a set
of orders o = (I,1’), indicating that a certain package has to be transported from
(pickup) location [ to (delivery) location I’. All locations belonging to a city ¢; are
interconnected via direct links. In each city ¢;, we distinguish a special location
l;1 as the airport of city c;. All airports are assumed to be interconnected via
direct flights. See Figure 7 for a simple illustration.

We assume a truck to be available in each city to carry packages from one
location in the city to another. There is also a plane available carrying packages
from one airport to another. Both trucks and planes can carry any amount of
packages. We distinguish intra-city orders and inter-city orders. An intra-city
order requires a load action at the pickup location, a move action, and an unload
action at the destination location in the same city. So the cost of an intra-city
order is minimally 3 actions. For an inter-city order, we distinguish a pre-order



Fig. 7. A logistics example with 4 cities and 3 locations per city. No orders are specified.

phase, a plane-phase, and a post-order phase. In the pre-order phase, an intra-
city order is carried out by transporting the package to the airport of the pickup
city. In the plane-phase, the package is transported to the destination airport.
In the post-order phase, the package is transported from the airport to its final
destination. So an inter-city transportation might require at least 6 load /unload
actions and at least 3 move actions. We use a simple uniform cost model where
every load, unload and move action has unit cost. Hence, the cost of a plan
simply equals the number of actions it contains.

Given an instance (L, C, O) of this logistic planning problem we are looking
for a plan P that carries out all orders in O. Such a plan is a sequence of
load/unload and move actions completing all the orders in O. The cost of P,
denoted by ¢(P), is the sum of the cost of all (move, load and unload) actions
occurring in P and of course, we would like to obtain an optimal plan P*, i.e.,
a plan with minimum cost.*

4.2 Coordinating the Logistic Planning Problem

Note that an instance (L, C,O) of the logistic planning problem can be easily
translated into a complex task (T, <): Every inter-city order o; consists of a
linearly-ordered sequence of three elementary tasks ¢;; < tj2 < t;3, where t;; is
a truck task of transporting the package from its pickup location to the airport,
t;o is the plane task of transporting the package to the airport of the destination
city, and finally t;3 is a truck task consisting in transporting the package to
its destination location. Note that the task assignment is trivial here, since the
pre- and post-order phase of an order o € O are assigned to the truck agent in
the city where the pick-up and delivery location belong to, respectively, and the
plane-phase orders are assigned to the plane agent. Note that the set O of orders
induces a 2-instance (an instance containing chains of length 3) of size |O| in the
complex task (T, <).

It is easy to see that a feasible joint solution is not guaranteed if the truck
and plane agents plan independently from each other. Applying the Depth-

4 Note that we are not looking for a minimum time plan.



partitioning algorithm on this 2-set, it is easy to see that the set of orders O;
of every truck agent T; is partitioned into two sets OY and O2: The first set is
the set of all pre-order transportations tasks (of depth d = 0 to the airport of
the city, and O? is the set of all post-order transportation tasks of depth d = 2.
The Depth-partitioning algorithm forces the addition® of the constraints ¢ < #’
for every t € OY and t' € O?. Since the complex task induced by the logistic
planning problem is a (2, k, m)-instance, from the discussion in Section 3.1, it
can be easily seen that this set of additional constraints is a minimum set.

The Depth-partitioning algorithm now guarantees that every plan developed
by any of the truck agents and every plan developed by the plane agent can be
joined together to constitute a feasible plan for the complex task. Moreover, for
this particular logistic problem, it guarantees that the coordination mechanism
imposes a minimum amount of additional constraints.

We would like to determine the price of autonomy p, that is the cost incurred
by the coordination mechanism. This cost measure is determined by the sum of
the costs of the individually optimal plans developed by the agents versus the
cost of the globally optimal transportation plan. Apparently, the cost of the
optimal plan seems to be fixed: Every transportation order requires 6 load and
unload actions and 3 move actions, so the cost of n transportation orders would
be > 9n using a uniform cost model. This line of reasoning, however, does not
recognise that we can often build cheaper plans by carefully combining pickup
and delivery orders. For example, if a truck has to bring m packages from city
locations to the airport, a worst-case plan would be first to drive to the first
pickup location then to bring each package to the airport separately, incurring a
cost of 1 pickup 4+ 1 move + 1 delivery = 3 actions per order + m move actions
to go to the pickup locations. This will result in a plan cost of 3m + m = 4m.
A better plan, however, would be first to drive to all pickup locations, picking
up all packages (2m actions) then to drive to the airport (1 move action) and
finally to unload the truck (m actions). This requires a plan with cost at most
3m+1. Likewise, the cost of an optimal plane plan depends on finding a smallest
number of move actions required to satisfy all transportation orders.

4.3 Visiting Sequences

To determine the price of autonomy, we have to determine the sum (P} ) of
the costs of the independently constructed (locally) optimal plans and the cost
¢(P*) of the optimal plan. From the discussion above, we conclude that to find
these optimal plans, we have to find the minimal number of move actions in
each of these plans. This number of move actions required can be determined by
introducing the notion of a wisiting sequence.

Let L = {l1,l2,...,l,} be a set of locations in a given city (or a set of
airports) and let O C (L x L) be a set of pickup-delivery orders over L. We
assume that all locations are directly connected and the cost to travel from ¢;
to ¢; is the same (one move action) for all ¢ # j.

5 The plane tasks, however, all belong to one partition.



A (move) plan for carrying out the set of orders O can be represented by
a sequence S of locations over L such that all pickup-delivery orders can be
carried out by visiting the locations in the order indicated by S. Such a wisiting
sequence S is a sequence over L with possible repetitions. An order (I,I') € O
is fulfilled by a sequence S if there exists sub-sequences «, 3, over L such that
S = alfl'y (i.e., S contains an occurrence of [ before an occurrence of I'). A
visiting sequence S over L is a solution to the instance (L, C,O) if all orders in
O are fulfilled by S.

The problem to find an arbitrary visiting sequence solution S for a set of
orders O is an easy problem: Let S’ be an arbitrary sequence where every city
in L occurs exactly once and consider the concatenation S = S’ o S’. Since for
every (1,1") € O an occurrence of [ in the first subsequence and an occurrence of
" in the second subsequence can be selected, clearly, S is a solution. However,
to find an optimal solution S* (i.e., a visiting sequence of minimum length)
is intractable. This minimal visiting sequence problem is an NP-hard problem
since the NP-hard Feedback Vertex Set (FVS) [13] is polynomially reducible to
it.

Without loss of generality, we may assume that for every visiting sequence
solution S for O it holds that no location I mentioned in O occurs more than
twice in S. Otherwise, just keep the first and the last occurrence of [ in S and we
still have a solution. Therefore, for every visiting sequence solution .S, it should
hold that |S| < 2 x |S*|, since every location ! in O should appear at least once
in S*.

4.4 Determining the Price of Autonomy

Note that the length of a visiting sequence S can be used to determine the cost
of a plan P for a (truck or plane) planning problem: If S is the visiting sequence
solution for the set of orders, the cost ¢(P) of the corresponding transportation
plan P equals ¢(P) = 2-|0| +|S5| (i.e., when taking into account one additional
load and one unload action per action, each of unit cost).

We can now determine the price of autonomy for the logistic planning prob-
lem as follows: Let p be the number of orders, n the number of cities and m+1 > 2
the number of locations per city.® Without loss of generality, we may assume that
each location in each city is mentioned at least once in the set of orders. There-
fore, p > 0.5(n x m), because every order specifies two different locations (not
equal to the airport).

Let us first consider the cost ¢(P}.) of the combination of locally optimal
plans. Each order requires 6 load and unload actions, so we need 6p load and
unload actions in total. Suppose that in city ¢; we have m;; pickup locations
and m;o delivery locations. Clearly, we should have m < m;; + m;2 < 2m. To
transport packages to the airport we need at most m;; + 1 move actions per
city and to transport them from the airport we need m;2 move actions per city.

5 We assume that all orders create a transportation chain of length 3, which implies
that every order requires transportation to and from an airport.



This means at least m + 1 < m;; +m;2 + 1 < 2m + 1 move actions per city c;.
To transport the packages by plane, we need a minimal visiting sequence S}, for
pickup and delivery at the n airports. Hence, the total cost of the optimal joint
plan P allowing independent planning equals

c(Phe) =6p+ > (mir +miz +1) +S;]. (2)
=1

Considering the cost of a globally optimal plan P*, we note that in every city
transporting packages to the airport might be combined with the delivery of
packages arrived by plane to their final destinations. Since every location in a
city is mentioned at least once in some order (either as destination location or
as source location) this number of (combined) move actions per city is m + 1,
so for all cities in total (m 4 1) x n. The number of plane moves is |S/*|, where
the optimal plane plan has to satisfy additional constraints allowing for efficient
pre- and post transportation. Thus, the total cost for the minimal plan |P*| is

c(P*)=6p+ (m+1)n+1|S, (3)
where |S/¥| >| S| since S} is a globally optimal move plan for the plane. Hence,

_ o) _ Gp+ > (ma +mis +1) + 15
c(P*) 6p + (m + 1)n + |S)|

(4)

This ratio is maximal if m;; = mys = m for ¢ = 1,2,...,n, implying that
p > m x n. Using the constraint |S/*| >| S%| > n, we derive
(P < 6mn+2mn+2n 8m+2 8

P e(P*) — 6mn+mn+2n  Tm+2 7 5)

Note that this price of autonomy is based on the assumption that the plane plan
to be developed by the plane agent is optimal (i.e., it costs an optimal number
of |S%| move actions). As we have remarked above, determining this optimal
visiting sequence is an intractable problem. If we don’t require this plane plan
to be optimal, the total number of move actions can be at most twice the number
of move actions in an optimal plan. Then, we can determine the effective price
of autonomy p.g as

pog — c(Peg) < 6p + 2mn +n+ 2 x | S} < 8mn + 3n < 11 ~122. (6)
c(P~) 6p + mn +n + |S;] Tmn+2n ~ 9

Remark 2. To place this result into perspective, we should mention that, unless
there is some major breakthrough in complexity theory,” we cannot hope for an
e-approximation algorithm that solves the minimum visiting sequence problem
with € < 2. This implies that the best performance ratio of an approximation

7 The breakthrough would be finding a constant-approximation algorithm for the Min-
imum Directed Feedback Vertex Set-problem.



algorithm for the logistic planning problem with p = mn and m = 1 we can
hope for is

_6mn+(m+1)n+2x|S;§|_7mn+3n_7+3>EN111 T
T 6mn+ (m+1Dn+]|SE  Tmn+2n 7T+2° 9

If we compare this result with Equation 5 and m = 1 this directly implies
that the best polynomial approximation algorithm would introduce almost the
same overhead (worstcase) as locally optimal algorithms for solving the logistic
problem with our coordination mechanism do.

5 Experimental Results

The results obtained in the previous sections are theoretical and worst-case re-
sults. We are guaranteed that the price of autonomy is never worse than about
1.22 implying that we do not increase the cost of our joint plan too much, com-
pared to the cost of an optimal plan. Now, we will compare the performance of
our coordination approach with planners that aim to solve the logistic problem
centrally.

With this comparison we want to show two things: First, the average per-
formance of our coordination approach is much better than what should be
expected, if the worst-case performance ratio is taken as the norm. Second,
the coordination approach can be used to enhance the planning power of exist-
ing planners significantly, thereby showing that it enables single-agent planning
technology to be used in multi-agent problems.

In the Artificial Intelligence Planning and Scheduling (AIPS) competition of
the year 2000, several general-purpose planning systems competed in a number
of planning domains. The logistic planning problem as described in Section 4.1
was one of the domains featured. We have used the AIPS logistics dataset in
our experiments because of its status as a benchmark problem set, and also
because it allows us to compare our decomposition-by-coordination approach to
a selection of centralised planning systems.

In Table 1, we compare plan cost (in terms of the number of moves in a plan)
for four planners. In the second column, the costs of the optimal plans are given
as calculated by encoding the complete instance as an ILP-problem and solving
it exactly (of course not taking into account the time needed to find a solution).
The third column represents the cost of the plans produced using the coordina-
tion approach. The fourth, fifth, and sixth columns represent a selection of the
planning systems competing in the AIPS: The competition-winning TALplan-
ner [14], and the above-average performers STAN [15] and HSP2 [16]. Each row
in Table 1 represents an instance in the dataset, characterised by the number
of packages that have to be transported for that instance. Of the roughly 200
instances in the dataset, we have made a random selection of 12.

It will come as no surprise that the results produced using the coordination
approach, especially since the local plans were in fact solved exactly, deviate



Table 1. Results for 12 randomly chosen instances from the AIPS logistics dataset.
For each instance the minimum number of moves is determined and for each planner
the number of moves produced is given.

nr packages|min nr moves|Coordination| TALplanner| STAN | HSP2
20 107 113 111 110 | 145
25 143 150 152 149 | 206
30 175 182 183 177 | 250
35 177 181 186 182 | 264
40 228 239 239 232 | 337
45 269 284 285 276 -
50 286 299 306 293 -
55 319 327 338 326 -
60 369 391 398 376 -
65 371 387 397 382 -
70 405 426 437 416 -
75 438 458 471 448 -

little from the optimal plans (less than 5% on average). This is significantly
better than the expected (25%) based on the worst-case performance ratio.

The plans produced by the coordination approach are comparable in quality
with the plans produced by STAN (only 2% deviating from the optimum) and
TALplanner (about 7%). To illustrate that for some solvers the problems in the
logistics dataset are far from trivial, HSP2 does not manage to solve (within
reasonable time and memory constraints) any instances where more than 40
packages have to be transported, and produces significantly worse plans (about
44% deviating from the optimum). The CPU-times needed to produce the plans
by the coordination approach were a few seconds for each of the planning in-
stances occurring in Table 1.

As we remarked before, the coordination approach cannot only be used to
solve multi-agent planning problems using simpler single-agent planning tools.
We can also apply it as a pre-processing step for a given planning system that has
trouble solving such multi-agent planning problems. The idea is then to decom-
pose the problem into smaller sub-problems that can be solved independently by
the planning system. Thereafter, the solutions to the sub-problems can simply
be combined into a solution to the whole problem instance.

Specifically, we propose to use the coordination approach to decompose a
multi-agent logistics instance into a set of single-agent planning problems. Then,
feed each of the single-agent planning sub-problems to the planning system, and
combine the results (plans) according to the protocol into an overall plan, thereby
solving the complete multi-agent instance. What we would like to see using this
method is significant savings in computation time without significant loss in
plan quality compared to the use of the planner solving the complete instance.
For this experiment, we chose STAN (since it produced the best plans for the
complete instance) and HSP2 (since it consumed a lot of CPU time).



To test these expectations, we randomly selected 51 problems from the lo-
gistics planning dataset and observed both the reduction in CPU-time and the
reduction in plan cost, comparing a solution produced by using only the plan-
ner with a solution by using the planner in combination with the coordination
approach. The results are given in Figure 8.

—+STAN time —=- STAN #steps HSP time = HSP #steps

100%
T

80% \/'\

60% M

40% 4

savings

20% 1

0%

-20%
problem

Fig. 8. Savings in CPU times and plan cost (#steps) when STAN and HSP2 make use
of the coordination approach as a pre-processing step.

It can be observed that both STAN and HSP2 definitely benefit from pre-
processing by the coordination approach: Both planning systems regularly achieve
savings in computation time of over 80%. In addition, we can see that HSP2 pro-
duces plans that are on average 20% cheaper (i.e., requiring 20% less actions).
Also note that the plan cost for STAN does not increase significantly when using
the coordination approach. Finally, it can be observed that even after a decom-
position into smaller sub-problems, for quite some instances HSP2 again was not
able to produce a solution within reasonable time. This means that even for the
local planning problems HSP2 still has considerable difficulty in solving them.

6 Discussion and Future Work

We discussed the plan-coordination problem for selfish agents. We showed that,
although optimal plan-coordination mechanisms are hard to obtain in general,
in some special cases a polynomial algorithm can be used to find minimal coor-
dination sets. We also discussed the price of autonomy as a means to determine
the performance loss one can expect when allowing a planning problem to be
solved by autonomous agents.

In more recent work [17], we have extended this approach to tightly-coupled
tasks with dependency and synchronisation constraints. There, we show that



plan-coordination mechanisms exist for such complex tasks, but that they re-
quire information exchange after planning to establish the exact time of schedul-
ing synchronised tasks. This offers possibilities to extend the plan-coordination
approach to the domain of temporal planning. We also showed that we can also
provide coordination mechanisms for durative tasks with time constraints. More-
over, the techniques developed enable us to reduce the construction (and com-
plexity) from previously-developed coordination mechanisms to the construction
of coordination mechanisms for durative tasks with time constraints, implying
that the latter are at least as hard to design as the former mechanisms.

A final extension we study are coordination mechanisms for temporal tasks
where not only the feasibility of the total plan has to be guaranteed, but also
completion time of the total task has to be minimised [18]. We show that, while
the problem can be easily solved if the agents are able to execute an unbounded
number of tasks concurrently, the problem to find suitable coordination algo-
rithms in case the agents are autonomous and have bounded concurrency is
difficult. In this latter context, we can determine the price of autonomy with
respect to a coordination mechanism by taking the ratio of the completion time
achieved by a coordination mechanism and the completion time achieved by a
dictatorial optimal algorithm. Analogously, we can establish the price of coordi-
nation by taking into account the number of additional constraints enforced by
the coordination mechanism. Taking both measures into account in determining
the quality of coordination mechanisms enforces us to look at Pareto-efficient
coordination mechanisms. In this way, we can choose the best alternative, given
a tolerated performance loss and a desired level of autonomy.
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Appendix

A Proof of Proposition 1

Proof. Suppose, on the contrary, that the resulting complex task 7’ is not plan
coordinated. Then there must exists some cycle ¢ = (¢;,,t,,...,t; ,t;, ) where

1.

2.

c is not limited to tasks belonging to one agent, i.e., ¢ contains at least two
tasks t;; and t;, belonging to different agents.

c contains at least two tasks connected via a plan-refinement relation <.
This means that ¢ has a subsequence of tasks (i, i, s ti; oy s tij s tijipg )
where (t;;,ti;,,,ti; 0s- - -»ti;,,.) 18 @ <*-sequence of tasks belonging to some
agent A containing at least two different tasks, while the task ¢ belongs
to another agent A’.

Tjtkt1



Since t;,,, ., depends on t;,_, , it follows that

depth(t;,,,) < depth(t;,.,)- (8)

Due to the construction of the A;-sets, for every subsequence (., ,ti, ,,,)
of an intra-agent path (t;, %, ,,ti, ., ti, ) of agent A it must hold that

depth(t;;,, ) < depth(t;,,, ), (9)

because depth(t;, ,) > depth(t;,, ., ) for two tasks belonging to the same agent
would imply that (t;,,.,,t,,,) € A; and, therefore, ¢;,,, <* t;,,,,) cannot
occur as part of A’s plan, because it would create a cycle.

Equation 8 and 9 together imply that

1. traversing from one task ¢ to another task ¢’ via an inter-agent constraint in
¢ strictly increases the depth: depth(t) < depth(t'), and

2. traversing from one task ¢ to another task ¢’ via an intra-agent constraint in
¢ does not decrease the depth: depth(t) < depth(t').

This implies that since there is at least one inter-agent constraint involved,
the depth of the first task ¢;, occurring in ¢ should be strictly less than the depth
of the last task in ¢. But that implies depth(t;,) < depth(t;,): contradiction.

Hence, such a cycle ¢ cannot exist and the complex task 7" is plan coordinated.
|
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Responses to the reviewers

B.1 Reviewer 1

We have corrected the mistake in the definition of the depth function: indeed
the recursive part should read depth(t) = 1 + max{depth(t’) : ' < t}.

We also presented this definition in the main text as this reviewer suggested.
We also corrected the reference to Equation 1.

We corrected the depths of the tasks from 1 and 2 to 0 and 1 respectively in
Figure 4 and the surrounding text.

Thanks for pointing out these mistakes!

B.2 Reviewer 2

From a formal point of view we disagree with the points a) and b) raised by
the reviewer.

With respect to a): In the beginning of the paper we clearly mention that
a complex task is a partially ordered set of (elementary) tasks. Now every
structure that is (partially or totally) ordered is by definition an acyclic
structure (since one of the specification axioms is irreflexitivity), so a total
order containing a cycle is logically impossible.

With respect to b): if (T, <) is a partial order, it is immediate that there
always exist a refinement of it that is acyclic: take a topological order of <.
Also the counter example presented by the reviewer does not apply since it
contains a cycle. This can never be an example of a complex task specifica-
tion, see a).

Nevertheless, we have added a few sentences to designing a coordination
mechanism, stating that there always exists at least one solution to the plan
coordination problem, hoping that this will take away the objections of the
reviewer.

The algorithm presented in in Sect. 3 has been provided with a title.

We have corrected the depth definition and have placed it in the main text.

All minor remarks have been addressed. Thanks.

B.3 Reviewer 3

We have adapted Section 2.1 according to the remarks

We have added references to the results mentioned on page 8

We have corrected the definition of depth(t)

The proof of Proposition 1 has been moved to the Appendix.

You are right in the remarks about the approximation ratio, we mixed up
two different definitions. It has been corrected.

On page 12, we have adapted the description of the algorithm to nearly
optimal. Note that it pertains to the chains case.

On page 17 : do increase has been changed in do not increase.

We have provided some additional references to recent work. Thank you for your
comments.



